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Abstract
Theories of visual and diagrammatic reasoning
typically seek to account for either the formal semantics of diagrams, or for the advantages which
visual representations hold for the reasoner over
other forms of representation. Regrettably, almost no theory ex.ists which accounts for both of
these issues together, nor how they affect one another. We do not attempt to provide such an account here. We do, however, seek to layout a
larger context than is generally used for examining the processes of using diagrams in reasoning
or communication. A context in which detailed
studies of sub-problems, in particular what it is
that makes diagrams effective, may be embedded.
Accounts of the embedding of typical text-based
logics in the computational processes of reasoners
and communicators are relatively well developed
from several decades of research. Analogies between the sentential and the graphical cases are
quite revealing about both similarities and differences. This paper examines carefully these analogies, the decomposition they provide of subproblems for analysing diagrammatic reasoning, and
the effectiveness thereof.

Introduction
Theories of diagrams and diagrammatic reasoning have
become more prevalent over the past few years. A collection of both seminal and contemporary papers discussing cognitive and computational perspectives on diagrammatic reasoning is found in (Glasgow, Narayan,
& Chandrasekaran 1995). An excellent overview of the
different approaches, historical and recent, which comprise this field of research is found in (Narayan 1997).
The majority of theories of diagrams fall into two
broad categories. The first are motivated by the desire
to provide a justification for diagrammatic reasoning
in formal proofs. Such theories (for example, (Myers &
Konolige 1995; Shin 1995; Sowa 1993) and the collection
in (All wein & Barwise 1996)) are primarily concerned
with providing an account of the correspondence between diagrams and some formal semantics for them,
demonstrating such properties as soundness and completeness. These theories seek to show that diagram-
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matic systems have some of the desirable properties of
sentential 1 ones.
The second category of theories are concerned with
explaining the impact upon human cognition of graphical representations; seeking to explain what advantages
diagrammatic representations hold for the reasoner over
other forms of representation (for example, (Campbell, Collis, & Watson 1995; Hegarty 1992; Petre 1995;
Shimojima 1996; Zhang & Norman 1994)). Here explanations are in terms of the complexity of inferences.
These theories seek to demonstrate that graphical systems have some desirable properties which at least some
sentential systems lack.
Theories of the first kind, in common with the formal
semantic studies of natural language from which they
derive their methods, generally ignore issues about the
complexity of inference, and indeed leave out any consideration of the inferential mechanisms that operate
over the sentences or diagrams of the languages whose
semantics is being specified. Theories of the second kind
generally lack a fully specified formalism and semantics on which they could base a computational account
of how the system of representations is embedded in a
user's (whether animal or animat) performance of some
task.
Accounts of the embedding of sentential logics in the
computational processes of reasoners and communicators are relatively well developed from several decades
of research in AI. Careful examination of analogies between the sentential and the graphical cases is quite
revealing about both similarities and differences. Rehearsing some of these analogies provides a decomposition of subproblems for analysing visual representations and diagrammatic reasoning. This decomposition
provides the structure for the bulk of this paper, permitting us to present the fundamental issues relating to
the effectiveness of visual and diagrammatic representations for reasoning. We also show how the arguments
so presented are justified by empirical studies of human
1 N.B. Throughout this paper we use the term "sentential language" to refer to any language which uses a linear
syntax. Thus this term refers equally to (the classical representations of) propositional and predicate logics, as well
as most other formal languages.

reasoning in textual versus diagrammatic, and diagrammatic versus diagrammatic, representations. The paper
concludes with a summary of the major issues which
a theory of the effectiveness of visual representations
must address, and of what lessons may be learned from
this for developers and assessors of visual languages.

Components of Visual, versus
Sentential, Languages

graphical objects
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circle

For the purposes of this exposition we consider the key
components of theories of sentential languages to consist of: (i) vocabulary, (ii) well formed formulae (i.e.
syntax) and its mapping to semantics, (iii) proof theory
and theorem provers, and (iv) meta-systemic properties
of reasoning systems. This section introduces the concept of systematicity, illustrating how it underlies fundamental distinctions between vocabulary, syntax and
semantics in sentential versus diagrammatic representations. The issues relating to the diagrammatic analogues of theorem provers and meta-systemic properties
are discussed in sections and, respectively.
For sentential languages the notions of vocabulary,
syntax and semantics are readily separable. The syntactic rules which permit construction of sentences may
be completely independent of the chosen vocabulary,
and may be clearly delineated from a definition of semantics. For example, let P be a propositional logic
whose vocabulary consists of the propositions p and q,
and the symbols /\ and -, representing "and" and "not"
respectively. The syntactic and semantic rules for P tell
us, respectively, how to construct and interpret formulas using this vocabulary. However, we may substitute
the symbols {X, Y, &, -} for {p, q, /\, -,} throughout
P to produce a logic which is effectively equivalent to
P. Alternatively, we could retain the vocabulary and
syntax of P, while altering the semantics to produce a
vastly different logic.
In diagrammatic languages the concepts of vocabulary, syntax and semantics do not separate so clearly.
For example, a diagrammatic vocabulary may include
shapes such as circles, ellipses, squares, arcs and arrows,
all of differing sizes and colours. These objects often
fall naturally into a hierarchical typing which will almost certainly constrain the syntax and, furthermore ,
inform the semantics of the system . Similarly in the
case of spatial representing relations , such as transitivity, which are part of the vocabulary but clearly constrain the construction of potential diagrams and will
likely be mapp ed to semantic relations with similar logical properties.
Diagrammatic vocabularies m ay possess a hierarchical type structure and diagrammatic relations may be
directly semantically interpreted . Together these suggest that in the diagrammatic case (as opposed to the
sentential case) the vocabulary and syntax of diagrams
can become confiated with their semantics. Thus, while
vocabulary and syntax must be defined for graphical
languages much as they are for sentential (textual) lan-
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Figure 2: A Hierarchy of City Types.
guages, the mappings of these to the semantics of the
language typically exhibit systematicity (a structuring
of the mapping, guided by both vocabulary and syntax)
far more strongly in the diagrammatic case. We expand
upon this argument next.

Diagrammatic Vocabularies
A fundamental distinction between sentential and diagrammatic vocabularies is in the categorial nature of
the latter. Essentially, a naturally ordered type hi erarchy holds over many graphical symbols - something
that cannot, to any significant extent, be said of textual
symbols. This hierarchy may be exploited by the semantics of symbols so as to reflect the depicted domain.
For example, Figure 1 shows a hierarchy of graphical
symbols in which types are ordered from top to bot··
tom, though not from right to left. A sit uation which
mapped these symbols to cities, such as those of Figure 2, could exploit this type-structure, preserving the
ordering of types in each domain across the mapping.
The advantage of this constraint is obviously that anything which holds for cities should hold for capital cities ,
and anything which holds for those should hold for London, say; and the analogous generalisations apply on
the graphical side.
This example demonstrates that, purely as a consequence of choice of symbols for a diagrammatic vocabulary, certain inferences from any given representation will arise, as it were , "for free". Exploiting the
categorial nature of diagrammatic vocabularies in this
way requires that the structure inherent in the diagrammatic vocabulary is systematically matchp.d to a rele-

(i) All A are B

(ii) and All B are C

Figure 3: Transitivity in Euler's circles.

vant structure in the semantics. This systematic mapping of structure in the representing domain (diagrammatic language, in this case) to semantic structures, is
typically referred to as "systematicity".

Syntax and Semantics
A second fundamental aspect of diagrammatic languages, which distinguishes them from sentential ones ,
is that generally the representing relations between diagrammatic tokens are "directly" semantically interpreted. Tha.t is to say that , unlike sentential languages,
there is typically a direct mapping from some representing relation in a diagram to the relevant semantic relation. The classic example of this is the representation
of transitivity by a graphical relation such as spatial
inclusion. Consider, for example, the Euler's circles in
the diagram of Figure 3, which illustrate the syllogism

i All A are B
ii All Bare C

iii (therefore) All A are C
Here the transitive, irreflexive and asymmetric relation
of set inclusion is represented by the similarly transitive,
irreflexive and asymmetric graphical relation of proper
spatial inclusion in the plane. In sentential languages
the relationships between textual tokens are necessarily
captured in terms of the concatenation relation, which
must then be interpreted by some intermediary abstract
syntax that captures the relationship being represented.
As a consequence of this interpretation of abstract syntax, concatenation has no uniform semantic interpretation.
A striking feature of many effective diagrams, and a
consequence of direct interpretation, is that the spatial
relations between their tokens share logical properties
with the (not necessarily spatial) relations between denoted objects in the target domain. The classic example
of representational efficacy arising from this preservation of constraints is the representation of set inclusion
(a transitive, irreflexi ve , asymmetric relation) by proper
spatial inclusion in the plane , as in the Euler's circles of
Figure 3. Since proper inclusion is transitive , irreflexive
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and asymmetric, its efficacy in representing se t inclusion is obvious .
This matching of properties between represented and
representing (diagrammatic) relations is, again, an example of systematicity. Notice that what we have so
far is common to typical discussions about the semantics of graphics. Indeed, account for the systematicity
principle may be seen as fundamental to approaches
such as (Gurr 1998; Wang & Lee 1993), and also to discussions of analogical reasoning, as in (Gentner 1983).
However, Wang and Lee (Wang & Lee 1993) stress the
importance of attention to the properties of graphical
relations, such as transitivity: it may be a source of
trouble if a transitive relation is used to depict one
which is intransitive, or vice versa. It is in general
not possible to map all relations exactly, and in different cases different properties are the important ones,
so hard-and-fast rules are difficult to devise.
The systematicity principle , as we have shown, may
be interpreted as applying at many different levels to
the semantics of a representation system. For example ,
at one level it may refer to the matching of logical properties between representing and represented relations
(such as representing set inclusion by spatial inclusion).
At a more abstract level it may refer to the preservation
of some type hierarchy between represented and representing worlds , as with the domain and graphical types
of Figures 2 and 1, respectively. Systematicity, in the
sense of a structuring of semantics, is certainly not exclusively the preserve of diagrammatic languages. The
distinction is that , as diagrammatic vocabularies may
possess a hierarchical type structure and diagrammatic
relations may be directly semantically interpreted, diagrams, thus, have a head start over sentential representations in the systematicity stakes . However, a significant consequence of this is that the systematicity
of diagrammatic languages will vary from language to
language, while in the sentential case it is more-or-less
universal.

Theorem Provers for Diagrams
A primary argument put forward to justify the claim of
diagrammatic representation systems being more effecti ve than sentential ones is that certain inferences are
somehow more immediate, or even are automatic, in
diagrams. In such representational systems conclusions
appear "for free", as compared with sentential systems
where a logical inference must be made to produce the
conclusion. For example, inferring from the information
all A are B; all Bare C the conclusion All A are C is
arguably a more straightforward inference in the direct
representation system of Figure 3 (Euler 'S circles) than
in the sentential case. It can be argued that this is due
to the fact that construction of diagram 3(ii) automatically includes the representation of the conclusion All
A are C, and thus the information appears for free.
This argument is given a formal account by (Shimojima 1996), where apparent inferences such as that of
Figure 3(ii) are termed inferential "free-rides". A free

(i)

(i) Initial diagram

(ii) All A are B

(iii) and All B are C

Bs

Figure 5: Transitivity in a Venn diagram (shaded areas
indicate empty sets).

(ii)

Figure 4: "Free Ride" in Euler Diagram .
ride is defined as a form of side effect of the manipulation of a diagram. vVhere a sequence of valid operations
is performed which cause some consequence to become
manifest in a diagram, where that consequence was not
explicitly insisted upon by the operations, a free ride
occurs. As an example, consider the following syllogisms:
l. All Cs are Bs.

2. \To Bs are As.
3. (Therefore) no Cs are As.
We use Euler's circles to solve this problem in Figure 4. From premise 1 we draw the circle Cs inside
the circle Bs as in Figure 4(i) . From premise 2 we next
draw the circle As completely outside the circle Bs (Figure 4(ii)). We observe that the circles Cs and As do
not overlap and thus that the syllogism is valid. Note,
however, that none of the instructions for constructing
Euler 's circles which caused us to draw Figure 4(ii) explicitly insists that we should draw circle As so as not
to overlap with circle Cs. This is a semantically meaningful ( and correct) fact which was entailed for "free"
by virtue of the construction rules applied to premisses
1 and 2. This then, is a free ride. However, this issue
is more complex than it may appear at first glance.
Consider the Venn diagram of Figure 5, which represents the earlier syllogism of Figure 3 (all A are B ;
all Bare C therefore All A are C). In this diagram
precisely the same graphical relation (proper spatial inclusion) is used to represent the same logical relation of
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set inclusion. In the same manner as for Figure 3(ii),
construction of the final Venn diagram of Figure 5(iii)
automatically includes the representation of the conclusion All A are C. However , it would be disingenuous to
claim that, for a human reasoner , there would be no difference whatsoever between recognising this conclusion
in Figure 3(ii) and recognising it in Figure 5(iii). In the
light of this example, it would seem more accurate to
term such occurrences "cheap rides" rather than free
rides; with the addendum that some rides are cheaper
than others.
Reasoning , in both the sentential and graphical cases,
involves a two stage process, 2 firstly of constructing the
required diagram and secondly of reading off the relevant conclusion (empirical studies of humans performing logical reasoning tasks , reported in Section , justify
the siO'nificance of such a view of reasoning). That is ,
firstl/two (or more) premisses are somehow combined
according to given syntactic rules of manipulation. Secondly, the resulting conclusion is read off. For sentential
theorem provers this second process is relatively trivial
and thus is typically ignored in theories of sentential
reasoning. In the graphical case, however , this latter
process is by no means a straightforward issue.
Consider furth er this view of rea.'3oning as a two stage
process: Firstly, the process of constructing a new di2 Actually, a "three stage process" would be a more accurate statement, but we do not consider here the initial
stage of selecting a particular combination of inference rules
and premisses. Our argument here is primarily concerned
with the performance of a reasoning step, rather than overall
reasoning strategy.

agram which composes premisses typically results in a
number of inferences being made, all of which are visible in the resulting diagram. At first glance this appears to show diagrammatic theorem provers as significantly more effective than comparable sentential theorem provers, as several logical inferences are combined
in a single "diagrammatic" inference . However, this
view must be reassessed in the light of the second stage
of the reasoning process, that of reading off the desired conclusion. In the diagrammatic case this is made
more complicated than the sentential case precisely because the diagram resulting from an inference step contains numerous logical inferences. For example, both
the diagrams of Figure 3(ii) and Figure 5(iii) contain
the required conclusion (that All A are e) , but they
also contain a number of other potential conclusions.
Recognising the desired conclusion is not automatic and
ease of recognition can vary substantially between differing representational systems, as it does in this case.
There is now an issue of how a user identifies the relevant conclusion, when all conclusions are present, and
thus focus of attention becomes a major issue. Thus,
while diagrammatic representational systems can significantly reduce the effort involved in performing inferences , the effort involved for a reasoner is, instead,
shifted to recognition of the relevant conclusion.

Meta-Systemic Issues: Properties of the
Representational System
From issues that deal with reasoning within a given
system of representation , we turn finally to issues of
reasoning from (or to) a given representational system. That is, issues related to the process by which
a user translates to, or from, the information and inferences as represented and (the user's understanding of)
the world which this actually represents. We introduce
next a framework for examining the relation , in terms
of matching of properties, between diagrams and that
which they represent. With respect to this framework
we explore the relationship between directness, systematicity, free rides, and the complexity of reasoning in
diagrammatic representational systems.

The Relation Between Representing and
Represented 'Norlds
Different forms of representation may vary in how
closely they correspond to that which they represent .
Diagrams are typically noted as corresponding quite
closely: being "homomorphisms" or even "isomorphisms". A discussion of whether or not diagrams are
homomorphisms (or isomorphisms) of that which they
represent (Gurr 1998), uses a simple and highly abstract
construct to conceptualise both diagrams (or indeed,
any representation) and the represented world. These
constructs are named a-world (after abstracted-world)
and are sufficiently general to describe any abstract
world , whether representing or represented. Where two
a-worlds are used to describe both a representation and
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that which it represents it is a simple matter to record
the correlation between the two, and thus to examine
the nature of this correlation. Figure 6 illustrates this
idea.
A bstraction processes construct the left- and righthand a-worlds by abstracting respectively from the representation (the process of Figure 6(iii)) and abstracting
from the represented world (the process of Figure 6(iv)).
These two processes may be understood, firstly, as the
process by which a reader parses a diagram, reaching
what they believe to be an accurate interpretation of
the represented world (or at least, of that portion of
the represented world which is being modelled by the
diagram, for not every aspect of the represent world is
likely to be included , and certain properties will be abstracted away). The second abstraction process is thus
the process by which a (possibly formal) description
of the desired elements of the represented world, their
properties, and relations between them, are captured.
For a mapping from world to representation to be
homomorphic every relation over objects in the world
must be accurately represented in the representation.
"Accurate" in this context means that a relation is
represented between objects in the representation if it
holds for those objects in the world , and is not represented between these objects in the representation if
it does not hold in the world. Stenning et al (Stenning & lnder 1995) also recognise this property as being
of importance, referring to representational systems for
which every possible representation has this property as
systems possessing exhaustiveness. For a mapping from
representation to world to be homomorphic every relation over objects in the representation must accurately
correspond to some relation over objects in the world.
It is relatively simple to see that for most purposes nonhomomorphic representational systems are likely to be
unreasonably intractable, as there would be no guarantee of any correlation between the representing and
represented objects and relations.
According to (Gurr 1998), for a homomorphic representation to also be isomorphic (in effect, structural
equivalence as opposed to structural similarity) four
properties must hold: the correlation between representing and represented world must be lucid , laconic ,
sound and complete. This correlation (Figure 6( v)) is
lucid if every object (respectively relation) in the representation represents at most one object (respectively
relation) in the represented world; and it is laconic if
every object (respectively relation) in the represented
world is represented by at most one object (respectively
relation) in the representation. The correlation between
representing and represented world is sound if every object (respectively relation) in the representation actually represents something meaningful in the represented
world; it is complete if everything meaningful in the
represented world appears somewhere in the representation.
Examining the consequences of varying degrees of
strength of matching between properties of relations
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Figure 6: Capturing formally the relationship between represented and representing worlds: a representation (i) (a diagram,
say) and the situation it represents (ii) are described by two ex-worlds. The first corresponds to some reader's interpretation
(iii) of the representation while the second is a description (iv) of the relevant parts of the represented world. To say that the
representation is isomorphic to the represented is to say that the correlation (v) between the two ex-worlds is an iso morphism.

Figure 7: Diagram with intrinsic representation of integer ordering.

in the represented and representing worlds amounts to
an examination of the correlation illustrated by Figure 6 (v). In extreme cases this correlation may amount
to an isomorphic mapping between the relations in the
representing and represented worlds, yet there are numerous ways in which this correlation may fail to be
an isomorphism . We argue that the stronger the match
between di agram and represented world, the easier the
diagram is to reason with and from. Easiest, in fact, if
they are isomorphisms. Let us assume that the correlation between a diagram and that which it represents is
an isomorphism. The implication of this for the human
agent who interprets the diagram is that th eir interpretation correlates precisely and uniquely with the world
being represented. By contrast, where the correlation
is not an isomorphism then there may potentially be a
number of different target worlds which would match
the interpretation. There is, however, a further issue
here: of whether isomorphism is intrinsic to a given
system, or must be enforced by extrinsic constraints.
Consider a representation system for integer ordering, illustrated by the diagram in Figure 7. In this
diagram particular integers are represented by labelled
squares , and the less-than relation is represented by left-
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Figure 8: Non-isomorphic diagram of integer ordering.

of. The relation left-of is isomorphic in properties to the
Jess-than relation . being irreftexive, anti-symmetric and
transitive. Such isomorphisms are referred to as intrinsic representations (Palmer 1978). However, choosing
to represent a relation such as less-than by an isomorphic relation such as left-of does not by itself guarantee
that every representation which can be so constructed
is an isomorphism. For example, while the diagram
of Figure 7 is an isomorphism , not every diagram constructed from this representational system need be an
isomorphism. Consider the diagram of Figure 8, which
is constructed by the same representational system as
that of Figure 7. In this di agram neither of the squares
labelled Band C is left of the other. Thus neither integer represented by these two squares is less than the
other. Assuming that this representational system illustrated here is homomorphic then the only possible
interpretation is that the squares labelled Band C represent the same integer. Thus this representational system used here is not necessarily laconic, as diagrams

can be drawn in which one object in the world is represented by more than one object in the diagram. Thus
while certain diagrams constructed using this representational system may be isomorphisms, the system is not
isomorphic in all cases.

R:lating 'Isomorphism' to Systematicity,
DIrectness and Free Rides
We may see that the relation of systematicity to the
framework of Figure 6 is that systematicity is the primary means by which isomorphism, in the meaning
supplied by this framework, may be achieved. As has
been discussed, diagrammatic representational systems
may exploit systematicity through their vocabulary and
the direct interpretation. Systematicity, as the above
example illustrates, may also be applied at a higher
level through, for example ; intrinsic systematic isomorphisms
In the latter part of Section argued that crraphical
"rides" were not free, but rather were cheap-band that
some were cheaper than others. The rationale behind
this statement is this: a free ride occurs as part of the
diagrammatic reasoning process in the construction of
a diagram. However, diagrammatic reasoning requires
both the construction of a diagram and the reading off
of the required conclusion. Recognising and reading off
a conclusion incurs a cost. In the framework of Figure 6, interpreting a diagram, and thus reading off a
conclusion from it, is represented by the abstraction
process 6(iii). Determining whether or not this abstraction leads to an isomorphism goes some way towards
determining the cost of recognising the conclusion.
Consider the: argument that in the Venn diagram of
Figure 3(ii) the conclusion All A are C is less obvious
than in the Euler circle diagram of Figure 5(iii). The
objects in the "world" under consideration here (the
sets A, B and C) are each represented by a single diagrammatic object (a circle) in Figure 5, whereas each is
represented as the conjunction of four distinct regions
in the Venn diagram of Figure 3. Thus, for this particular interpretation , a Venn diagram is not isomorphic
as it is a non-laconic representation. The Euler circle
diagram of Figure 5(iii), by contrast, is an isomorphism
and thus is easier to infer the required conclusion from.
The main point to note here is that, for a human reasoner, \-vhat significantly assists the reasoning process is
recognising that this particular system of representation
is an isomorphic one. This property must be recognised
for its benefits to be available.

Studies of Human Reasoning with
Diagrammatic Representations
In the previous sections we have argued that the difficulty of the different stages of the reasoning process
vary substantially between the sentential and diagrammatic cases. Furthermore, in the diagrammatic case
- where recognition of a conclusion is the significant
factor - the effectiveness of different representational

systems may be at least in part predicted by the complexity of this stage These arguments are supported
by empirical studies of students solving syllogisms with
a vafle~y of representations (including sentential logic,
!'enn dla~rams and Euler circles). The results, reported
II1 (StennlI1g & Yule 1997), do indeed show that - at a
gross level - diagrammatic representations are more effective than sentential ones, and that, once the system
is learned, Euler 's circles are more effective than Venn
diagrams. However, this is by no means the whole story.
While at a gross level diagrammatic representations
of syllogisms appear to win out over sentential ones exa:nining th~ data in detail throws up some highly'sigI11ficant van at IOns between individual students. Continuations of the studies reported by (Stenning & Yule
1997) have revealed that different students can make
significantly different numbers of errors in the separate processes of translating logical sentences to diagrams, manipulating the diagrams, and reading off conclusions. Furthermore, one can predict , based upon
individual cognitive differences between the students
(such .as holist/serial and spatial/non-spatial aptitude)
II1 WhICh process a particular student is most likely to
make errors.
This impact of individual cognitive differences upon
reasoning ability, in particular its relevance to diagrammatic reasoning, is highlighted by a study of student
users of Hyperproof (Barwise &; Etchemendy 1994).
Hyperproof is a computer program created for teaching
first-order logic which uses multi-modal graphical and
sentential methods. Logical sentences about objects
are represented in a "Block's World" of polyhedra on
a checkerboard. Figure 9 shows the Hyperproof interface . The cylinders visible on the chequerboard stand
not for cylinders but for polyhedra from the Hyperproof domain. Their question marks can be replaced by
badges indicating shape (but still not indicating size).
Alternatively, ' paper bag ' icons can mark the position
of polyhedra, revealing their size but not their shape. A
distinctive fe ature of Hyperproof is that it has 'graphical' rules which permit users to transfer information to
and fro, between the graphical and sentential modes.
Stenning, Oberlander & Cox (Stenning, Cox, &
Oberlander 1995) report a study of Stanford undergraduates learning first order logic from Hyperproof, as compared with the 'Syntactic Group', a control class learning from sentential-only part of the Hyperproof program (with the graphical window turned off). While the
study was set up to examine the utility of the graphical
representation in teaching first-order logic, a surprising
result was just how strong were the interactions between
students' prior styles of reasoning and the outcomes of
different methods of teaching. Those students ("DetHi" students) who were adept at analytical reasoning
(based on prior tests), found the graphics-enabled version of Hyperproof to be an extremely effective way of
teaching logic. Conversely, the, in general , equally able
students who scored lower on the pretests ("DetLo" students"), found the sentential-only Hyperproof far more

,.. Ii:

rite

Edit

Sltunllon

rwo( Gonl Window

Can you (Jetermlna the shape of the

hlghlighteO block?

I

[~§

m!
(Smoll(y) -> 3y (Smol1(y)/\ CUb9(y)/\

1•

~y

!

AOJoins(y, yll)

i. ~y

Help

(Hedlum(y) -> 3, (H,dlum(yl /\ Cube(yl 1\

I

AaJolns(y, ylI)

l~

.,3)( Lorge(x)

~

!JYI

~

Con you determine the shape of the

!JYI

highlighted block?

(fin you determine the shnpe of the
highlighted block?

Help

Is the following sentence CI consequence of
the gluen Information?

3x 3y (Cube(x) 1\ Cub9(Y) /I x • ,)

Figure 9: The Hyperproof Interface. The main window (top left) is divided into an upper graphical pane, and a
lowf'f calcul us pane. The tool palette is floating on top of the main window> and the other windows reveal a set of
goals which have been posed.

- 10-

of the superior tractability of graphical systems. Thus,
for example, a theory which provides a formal account
of the syntax, semantics and proof theory of a graphical language, but which fails to account for, say, the
uniquely graphical issues relating to theorem proving
in this language (choosing to assume, rather, that the
issues are analogous to theorem proving in the sentential case) will be of dubious accuracy.

Change in score in Blocks World test
+1.5

Hyperproof group

Syntactic group

+1.0

+0.5

In summary, the major significant differences in the
various components of graphical (versus sentential) systems are as follows. Firstly, at the lowest level of systematicity, graphical vocabularies may possess a hierarchical type structure and graphical relations can be
directly semantically interpreted. Diagrams, thus, have
a head start over sentential representations in the systematicity stakes. However, a significant consequence
of this is that the systematicity of diagrammatic languages will vary from language to language, while in
the sentential case it is more-or-Iess universal.
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Figure 10: Change m reasoning ability of different
Leaching groups.
effective. Even more surprisingly, the results, seen in
Figure 10 (indicating relative change in pre- and posttest scores), indicate that for those students exposed to
the system which did not suit their preferences, their
reasoning performance had actually deteriorated by the
end of the course.
The moral which must be drawn from these results
is that even the most 'effective' representations are not
equally effective for everybody. The implications of this
are less clear, but it would suggest that a key factor in
ensuring the effectiveness of a representational system
(visual or otherwise) is in making the advantages of
that system equally available to all users. As an aside,
a second moral to draw from the above study is that individual differences cannot be discounted when assessing effectiveness. It should be noted that, in the data
presented in Figure 10, the DetHi and DetLo students
pretty much balance one another out. Thus, if individual differences were ignored , we would , erroneously,
be unable to note any significant difference between
the effectiveness of the Hyperproof versus the Syntactic
teaching courses.

Conclusions
A careful comparison of graphical and sentential systems indicates that they naturally decompose into
rather different components. This makes complexity
comparisons difficult. When these decompositional difficulties are taken into account it is seen that specific
graphical systems can be mimicked by inexpressive sentential systems and this throws doubt on simple claims
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The second major issue which differentiates diagrammatic from sentential systems relates to theorem provers and reasoning. In graphics, the theorem
prover is not so easily separated from the 'proof theory ' .
Specifically, the processes of construction and recognising a conclusion are quite different between the graphical and sentential cases. While diagrammatic representational systems can significantly reduce the effort
involved in performing inferences, the effort involved
for a reasoner is, instead, shifted to recognition of the
relevant conclusion. In fact, the construction process
(the combination of two or more diagrams to produce a
'conclusion' diagram) also varies substantially between
differing graphical systems. In sentential systems, by
contrast, there is far more uniformity in the process of
constructing inferences.
Thirdly, systematicity may be exploited to impose
meta-systemic properties of diagrammatic representational systems, which may significantly simplify certain
reasoning tasks The key point here is that, for the
human reasoner, these properties must be easily recognisable for their benefits to be available. As the empirical studies of the previous section indicate, human
reasoners vary significantly in their ability to recognise
and exploit both these meta-systemic properties and
the more fundamental systematicity of diagrammatic
representations.
The conclusion we draw here is that while the above
properties give visual and diagrammatic representations the potential to be highly effective in reasoning,
this effectiveness will only be realised of these properties are available to the human reasoner. Systematicity,
free rides and intrinsically isomorphic representations
will all facilitate object-level reasoning with visual representations; but it is the meta-logical fact that these
properties can be seen to be inevitable which has the
more important impact on the effectiveness of the representational system.
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